Generating Stata programs automatically

Sometimes we need to do a large number of repeated operations in Stata. In this example we have a file with a description of all the variables separately from the file with the actual data, and we would like to assign the labels to all the variables in the Stata data file without having to manually copy and paste each line.

We have a Stata data file statatut_piotroski_pt1_acct.dta and a text file names_cs.txt, listing the variables with short descriptions. What would be a good way to integrate those files?

One possibility is to use Excel to process the text and to generate a Stata script:
1. Create a new text file, call it rename.do, and begin it with
version 8
clear all
use statatut_piotroski_pt1_acct.dta
2. Open names_cs.txt in Excel as text, tab-separated. Let’s suppose we now have the variable names in column B, type in column C and descriptions in column D, starting with row 1.

3. Go to cell E1 in the spreadsheet and type the following:
=CONCATENATE("capture label var ",LOWER(B1)," """,D1,"""")
(note the peculiar arrangement of the quotation marks!)

4. Copy the contents of this cell into all cells in column E

5. Copy the contents of column E into rename.do

6. End the program with
save piotr_acct, replace
7. Compare your program with piotr_prep.do, which does the same thing, in addition to renaming a few variables so that their names are more informative. Please run piotr_prep.do (by typing “do piotr_prep”) before proceeding to the next part of the tutorial.
Here, “CONCATENATE” Excel function just glues its’ arguments together in one cell. Our generated command begins with “capture label var”. You already know what “label var” is – it creates a variable label, just what we need. But the problem is that the description file contains many more variables than we have in the data – and if we just began each command with “label var”, Stata would quickly give us an error saying that the variable we are trying to rename was not found.  Prefixing any command with “capture” tells Stata that it should continue executing the program after that command, regardless of any errors possibly found. 

The next argument, LOWER(B1), forces the variable names that are in uppercase in the description file into lowercase (remember that STATA is case sensitive!).

The third argument places a space and a single quotation mark after the variable name, the next one places the description and the last one finally closes the quotation.

A few other useful commands

keep and drop

You have probably already encountered these commands when doing the previous homework. They are used to remove a part of the dataset from memory. Both can be used to drop either observations, or variables. In the former case, the syntax could be, for example,

.drop if var==.

to drop all observations where the value of var is missing (see below for a more detailed treatment of such expressions). In the latter case, it is simply 

.drop var
to remove the variable var from the data file (for example, in order to generate it anew). Below, I will sometimes issue commands that generate variables incorrectly in order to illustrate some common mistakes. To remove these erroneous variables and continue with the tutorial, please simply use drop command as needed.
sort
To sort a dataset (that is, to order the rows so that they arranged in order of increasing values of some variable) use sort command. It can take several arguments, in which case the dataset is first sorted by the first variable, then by the second, and so on:

. sort my_npermno yeara

Notice that now the description of the dataset that d command gives specifies the sort order as well. Many commands (for example, by: groups, that we’ll see below) require the dataset to be sorted. Operations that you do with the dataset can often change the sort order, therefore the dataset may have to be sorted again – you’ll see that it is the case once the d command no longer mentions the sort order.
Generating variables

Generating book equity. Missing values. replace.
You’ve already seen that Stata represents missing numerical values by a single dot “.”. The essential property of the missing values is that any mathematical operation with a missing value results in a missing value (except for logical operations that are covered below). Let us see how this works:
The value of book equity can be computed as (Total assets)-(Total liabilities)+(Deferred tax and investment credit)-(Postretirement Benefit Assets)-(Preferred Equity). One might want to compute book equity as

. gen be=assets_tot-liab_tot+taxcred-retir_benef-equ_pref_carr
However this leads to a problem. In this data set the companies that, for example, do not have tax credits are often recorded with a missing value of that variable (since they did not report it), rather than a zero. As a result, our new variable is missing most of the time! To compute the book equity, we first need to replace the missing values with zeros:

. replace retir_benef=0 if retir_benef==.

. replace taxcred=0 if taxcred==.
. replace equ_pref_carr=0 if equ_pref_carr==.

Now we can actually generate the book equity:

. gen be=assets_tot-liab_tot+taxcred-retir_benef-equ_pref_carr
Merging accounting and price data

We have two files, one with accounting and another one with price data. To do our analysis, we first need to merge them. This is done by using command .merge:

. merge my_npermno fyenddt using piotr_mkt
Here, my_npermno is a unique numerical identifier that each company in the sample has. We are merging observations that have matching values of both my_npermno and fyenddt (that is, the fiscal year ending date). 

Let’s first check how the merge went. A file merging operation creates an extra variable, called _merge, you can see it at the end:

. d

Contains data from piotr_acct.dta

  obs:       192,863                          

 vars:            34                          9 Apr 2006 20:23

 size:    29,315,176 (86.0% of memory free)

-------------------------------------------------------------------------------

              storage  display     value

variable name   type   format      label      variable label

-------------------------------------------------------------------------------

my_npermno      double %9.0g                  

my_npermno_link byte   %9.0g                  

coname          str28  %28s                   Company Name

fybegdt         int    %dD_m_Y                Fiscal Year beg.

fyenddt         int    %dD_m_Y                Fiscal Year end

yeara           int    %9.0g                  Fiscal Year

eq_offer        byte   %9.0g                  

fyr             byte   %9.0g                  Fiscal Yearend Month of Data
...................

fyend_prc       float  %9.0g                  

portf_prc       float  %9.0g                  

ret12           float  %9.0g                  12-month return

ret24           float  %9.0g                  24-month return

adj_ret12       float  %9.0g                  Adjusted 12-month return

adj_ret24       float  %9.0g                  Adjusted 24-month return

_merge          byte   %8.0g                  

-------------------------------------------------------------------------------

Sorted by:  

     Note:  dataset has changed since last saved

This variable is equal to 1 if a particular observation is taken from first file (the one that was open at the time we issued a .merge command), 2 if the observation was taken from the second file (the one specified in .merge command after using keyword), and 3 if that observation was found in both files. We can easily check how the merge went by tabulating this variable:

. tab _merge

     _merge |      Freq.     Percent        Cum.

------------+-----------------------------------

          3 |    192,863      100.00      100.00

------------+-----------------------------------

      Total |    192,863      100.00

As we see, in this case the matching went perfectly. Our new file contains 195972 observations and 36 variables. Note that this already far exceeds the capabilities of MS Excel, which allows only 65535 observations.

Since we do not need the _merge variable, we may drop it now:

.drop merge

Now, let us take a look at the data. But before that, it would be a good idea to order the data again:
. sort my_npermno fyenddt

. l my_npermno coname fybegdt fyenddt mktcap be in 1/25

     +---------------------------------------------------------------------------------------+

     | my_npe~o                        coname     fybegdt     fyenddt      mktcap         be |

     |---------------------------------------------------------------------------------------|

  1. |    10001               ENERGY WEST INC   01 Jul 85   30 Jun 86    6.033125      7.037 |

  2. |    10001               ENERGY WEST INC   01 Jul 86   30 Jun 87    5.822125      7.038 |

  3. |    10001               ENERGY WEST INC   01 Jul 87   30 Jun 88         6.2      7.286 |

  4. |    10001               ENERGY WEST INC   01 Jul 88   30 Jun 89       7.007      8.466 |

  5. |    10001               ENERGY WEST INC   01 Jul 89   30 Jun 90    10.05225   9.438001 |

     |---------------------------------------------------------------------------------------|

  6. |    10001               ENERGY WEST INC   01 Jul 90   30 Jun 91     11.2665     10.411 |

  7. |    10001               ENERGY WEST INC   01 Jul 91   30 Jun 92    12.63125     10.741 |

  8. |    10001               ENERGY WEST INC   01 Jul 92   30 Jun 93      17.985     11.496 |

  9. |    10001               ENERGY WEST INC   01 Jul 93   30 Jun 94   18.897375     12.989 |

 10. |    10001               ENERGY WEST INC   01 Jul 94   30 Jun 95     18.5955     14.199 |

     |---------------------------------------------------------------------------------------|

 11. |    10001               ENERGY WEST INC   01 Jul 95   30 Jun 96      18.568     15.334 |

 12. |    10001               ENERGY WEST INC   01 Jul 96   30 Jun 97    19.44525     16.454 |

 13. |    10001               ENERGY WEST INC   01 Jul 97   30 Jun 98   20.725875     17.534 |

 14. |    10001               ENERGY WEST INC   01 Jul 98   30 Jun 99    21.13125     18.184 |

 15. |    10001               ENERGY WEST INC   01 Jul 99   30 Jun 00        19.8     18.145 |

     |---------------------------------------------------------------------------------------|

 16. |    10001               ENERGY WEST INC   01 Jul 00   30 Jun 01     29.6534     19.971 |

 17. |    10001               ENERGY WEST INC   01 Jul 01   30 Jun 02   25.019281     20.848 |

 18. |    10001               ENERGY WEST INC   01 Jul 02   30 Jun 03   15.595951     21.323 |

 19. |    10001               ENERGY WEST INC   01 Jul 03   30 Jun 04    17.28936     18.533 |

 20. |    10002   BANCTRUST FINANCIAL GRP INC   01 Jan 93   31 Dec 93   38.612125   24.15799 |

     |---------------------------------------------------------------------------------------|

 21. |    10002   BANCTRUST FINANCIAL GRP INC   01 Jan 94   31 Dec 94   39.361875     26.104 |

 22. |    10002   BANCTRUST FINANCIAL GRP INC   01 Jan 95   31 Dec 95      42.028   28.79701 |

 23. |    10002   BANCTRUST FINANCIAL GRP INC   01 Jan 96   31 Dec 96      39.026   47.08798 |

 24. |    10002   BANCTRUST FINANCIAL GRP INC   01 Jan 97   31 Dec 97     104.027   45.46201 |

 25. |    10002   BANCTRUST FINANCIAL GRP INC   01 Jan 98   31 Dec 98   117.86725   58.94598 |

     +---------------------------------------------------------------------------------------+

As we can see, the data is now organized first by company, and then by year: first 19 observations all have data on Energy West Inc. for different fiscal years from 1985 to 2004.

Generating variables of interest
First, we are going to generate all the predictive variables that Piotroski looked at in his paper. In this process, we will also learn a few useful things about Stata. Note that our sample is a bit different from Piotroski (it includes more companies), so the actual numbers will differ somewhat.
ROA. Looking back and by: groups
ROA is defined in the paper as “Net income before extraordinary items … scaled by the beginning-of-the-year total assets”. Our first impulse could be to do 

.gen ROA=inc_bef_ei/assets_tot
But it would be a mistake: the total assets variable represents total assets at the end of the fiscal year, not at the beginning! To properly compute ROA, we would need to look one row up and take the value of assets_tot from there. To do this, there is special notation: variable[_n-1] stands for the value of the variable one row above, variable[_n-2] stands for the value two rows above, and so on. So, we might want to try 

 .gen ROA=inc_bef_ei/assets_tot[_n-1]
instead. But it would be a mistake too! Just look at the row 20 of our data printout: if we tried to look up one row above, we’d take the value from row 19 – that is, from a completely different company! Luckily, Stata allows us to easily do this operation for each company separately by using by statement:

. by my_npermno: gen ROA=inc_bef_ei/assets_tot[_n-1]

(19340 missing values generated)

ΔROA

ΔROA is defined as the annual change in ROA. Now that we know how to look up values from the previous observations, it is trivial to compute:

. by my_npermno: gen dROA=ROA-ROA[_n-1]

(37671 missing values generated)

F_ΔROA. Logical operations

So far we’ve seen a few cases where we used logical operations in Stata – mostly to specify ranges by using if statement. Now let us get ourselves more familiar with these statements.

Stata has the following logical operators:

==: equals

~=: not equals

 >: greater

>=: greater or equal

 <: less

<=: less or equal

 &: and 

 |: or

Note in particular that for the equality operator one needs to write two equal signs! Those of you who’ve done any C programming would probably not be surprised at this fact. This is done to differentiate the logical operator “==” from an assignment.

One important issue to note here is that Stata (unlike some other statistical packages) treats missing values as very large numbers – a missing value is always greater than any other number. We should keep this always in mind when doing logical operations.

Logical operators are really mathematical operators, just like any other: they return 1 if the condition is true, and 0 otherwise. This value can be assigned to a new variable. Let us see it in action:
. gen F_dROA=dROA>0 if dROA~=.

(37671 missing values generated)

. gen F_ROA=ROA>0 if ROA~=.

(19340 missing values generated)

Note that we did not write “gen f_droa=droa>0 & droa~=.” – this would have been a mistake, because it would generate 0 for the missing values of droa! (the first statement would be true because a missing value is always greater than any number, but the second one would be false, and therefore the resulting expression would also be false).
. l coname fyenddt ROA dROA F_dROA in 1/40

     +--------------------------------------------------------------------------+

     |                      coname     fyenddt         ROA        dROA   F_dROA |

     |--------------------------------------------------------------------------|

  1. |             ENERGY WEST INC   30 Jun 86           .           .        . |

  2. |             ENERGY WEST INC   30 Jun 87     .025486           .        . |

  3. |             ENERGY WEST INC   30 Jun 88    .0460454    .0205593        1 |

  4. |             ENERGY WEST INC   30 Jun 89    .1029399    .0568946        1 |

  5. |             ENERGY WEST INC   30 Jun 90    .0609211   -.0420188        0 |

     |--------------------------------------------------------------------------|

  6. |             ENERGY WEST INC   30 Jun 91    .0568296   -.0040915        0 |

  7. |             ENERGY WEST INC   30 Jun 92    .0425532   -.0142764        0 |

  8. |             ENERGY WEST INC   30 Jun 93    .0576147    .0150615        1 |

  9. |             ENERGY WEST INC   30 Jun 94     .045892   -.0117227        0 |

 10. |             ENERGY WEST INC   30 Jun 95     .053853     .007961        1 |

     |--------------------------------------------------------------------------|

 11. |             ENERGY WEST INC   30 Jun 96    .0400911   -.0137619        0 |

 12. |             ENERGY WEST INC   30 Jun 97    .0352701   -.0048211        0 |

 13. |             ENERGY WEST INC   30 Jun 98    .0363245    .0010545        1 |

 14. |             ENERGY WEST INC   30 Jun 99     .037394    .0010694        1 |

 15. |             ENERGY WEST INC   30 Jun 00    .0299794   -.0074145        0 |

     |--------------------------------------------------------------------------|

 16. |             ENERGY WEST INC   30 Jun 01    .0546951    .0247156        1 |

 17. |             ENERGY WEST INC   30 Jun 02    .0228694   -.0318257        0 |

 18. |             ENERGY WEST INC   30 Jun 03   -.0015654   -.0244347        0 |

 19. |             ENERGY WEST INC   30 Jun 04   -.0090641   -.0074987        0 |

 20. | BANCTRUST FINANCIAL GRP INC   31 Dec 93           .           .        . |

     |--------------------------------------------------------------------------|

 21. | BANCTRUST FINANCIAL GRP INC   31 Dec 94    .0127204           .        . |

 22. | BANCTRUST FINANCIAL GRP INC   31 Dec 95    .0137616    .0010412        1 |

 23. | BANCTRUST FINANCIAL GRP INC   31 Dec 96    .0136926    -.000069        0 |

 24. | BANCTRUST FINANCIAL GRP INC   31 Dec 97    .0135056    -.000187        0 |

 25. | BANCTRUST FINANCIAL GRP INC   31 Dec 98    .0150841    .0015785        1 |

     |--------------------------------------------------------------------------|

 26. | BANCTRUST FINANCIAL GRP INC   31 Dec 99    .0133076   -.0017765        0 |

 27. | BANCTRUST FINANCIAL GRP INC   31 Dec 00    .0133732    .0000656        1 |

 28. | BANCTRUST FINANCIAL GRP INC   31 Dec 01    .0107881   -.0025851        0 |

 29. | BANCTRUST FINANCIAL GRP INC   31 Dec 02    .0123622     .001574        1 |

 30. | BANCTRUST FINANCIAL GRP INC   31 Dec 03    .0094952    -.002867        0 |

     |--------------------------------------------------------------------------|

 31. | BANCTRUST FINANCIAL GRP INC   31 Dec 04    .0098059    .0003107        1 |

 32. |  GREAT CTRY BANK ANSONIA CT   31 May 94           .           .        . |

 33. |  GREAT CTRY BANK ANSONIA CT   31 Dec 94   -.0052789           .        . |

 34. |               OMNIPOWER INC   31 Dec 86           .           .        . |

 35. |               OMNIPOWER INC   31 Dec 87    -.272262           .        . |

     |--------------------------------------------------------------------------|

 36. |               OMNIPOWER INC   31 Dec 88   -.4745298   -.2022677        0 |

     +--------------------------------------------------------------------------+

First thing that we note is that ROA is always missing for the first year in the data for each company. This is because at this point we do not know the beginning-of-the-year book value yet. dROA is also missing for the second year as well – because it depends on the previous value of ROA.
F_dROA is equal to 1 whenever dROA is positive, 0 if it is negative, and missing if dROA is missing.

CFO, ΔCFO, F_ΔCFO
CFO is defined as cash flow from operations, again scaled by the beginning-of-the-year total assets. We already know how to compute it:

. by my_npermno: gen CFO=fund_oper_tot/assets_tot[_n-1]

(132035 missing values generated)

. by my_npermno: gen dCFO=CFO-CFO[_n-1]

(140220 missing values generated)

. gen F_dCFO=dCFO>0 if dCFO~=.

(140220 missing values generated)

. gen F_CFO=CFO>0 if CFO~=.

(132035 missing values generated)

Also, following the paper, define F_ACCRUAL:

. gen ACCRUAL=(inc_bef_ei-fund_oper_tot)/assets_tot[_n-1]

(125243 missing values generated)

. gen F_ACCRUAL=CFO>ROA if CFO~=. & ROA~=.

(132050 missing values generated)

ΔLEVER, ΔLIQUID, ΔMARGIN and ΔTURN
We generate these variables in a similar manner
. 
. gen LEVER=debt_lt/((assets_tot+assets_tot[_n-1])/2)

(1070 missing values generated)

. gen dLEVER=LEVER-LEVER[_n-1]

(1372 missing values generated)

. gen F_dLEVER=dLEVER<0 if dLEVER~=.

(1372 missing values generated)

. gen LIQUID=assets_cur/liab_cur

(28884 missing values generated)

. gen dLIQUID=LIQUID-LIQUID[_n-1]

(31759 missing values generated)

. gen F_dLIQUID=dLIQUID>0 if dLIQUID~=.

(31759 missing values generated)

. gen TURN=sales_net/assets_tot[_n-1]

(1116 missing values generated)

. gen dTURN=TURN-TURN[_n-1]

(1619 missing values generated)

. gen F_dTURN=dTURN>0 if dTURN~=.

(1619 missing values generated)

. gen MARGIN=fund_oper_tot/sales_net

(125719 missing values generated)

. gen dMARGIN=MARGIN-MARGIN[_n-1]

(132392 missing values generated)

. gen F_dMARGIN=dMARGIN>0 if dMARGIN~=.

(132392 missing values generated)

Renaming the variables. 
In order for our tables to be more consistent with the tables in the paper, let us rename a few variables:

. rename mktcap MVE

. rename assets_tot ASSETS

. rename be BE

And also generate the book/market ratio:
. gen BM=BE/MVE

(688 missing values generated)

F-Score

Now we can generate F-Score in accordance with the formula in text:

. gen F_SCORE=F_ROA+F_dROA+F_CFO+F_ACCRUAL+F_dMARGIN+F_dTURN+F_dLEVER+F_dLIQUID

(143421 missing values generated)

Ranking the companies. egen and pctile.
First, in part 3.1, Piotroski creates 3 size and 5 book-to-market portfolios and prints some summary statistics on those. Let us do the same. We’ve already done this in the previous tutorial by using xtile command. However, this time there is an additional complication: unlike last time, the data is now organized by both company and year, and we need to create percentile groups for each year separately. Previously, we’ve solved this problem using by: groups. However, unfortunately for us, xtile is one of the commands that do not currently allow by: groups. To do what we need, we need to learn two new commands.
First, the command egen (Extended GENerate). It is very useful when working with datasets of this type. It is similar to a regular gen command, with a few extra options – most importantly, an ability to specify by groups even for functions that do not normally allow them. The syntax of this command is typically egen newvar=command(oldvar), by(by_var), as we’ll see in a second. If you type man egen you’ll see all possible commands that can be specified here.
Unlike the straight by: group specification, egen does not require the dataset to be sorted.
Second is the command pctile, which gives us a particular percentile
 within a group.
. egen bm_p75=pctile(BM[_n-1]), p(75) by(yeara)

. gen bm4=4 if BM>bm_p75 & BM~=.

(81915 missing values generated)

. tab bm4, missing

        bm4 |      Freq.     Percent        Cum.

------------+-----------------------------------

          4 |     27,863       25.38       25.38

          . |     81,915       74.62      100.00

------------+-----------------------------------

      Total |    109,778      100.00

We’ve only defined the highest B/M group so far. We could now generate the other 3 level groups, but to replicate the results of this paper we do not really need to. We’ll do such an operation a bit later for the market value though.
Setting the sample

First, let us restrict our analysis to the same years that Piotroski used in his work (we’ll also keep the full version of the data so that it is easier later to return to this point if need be):

. save piotr_all, replace

. drop if yeara<1976 | yeara>1996
. save piotr7696, replace
Descriptive statistics

Here are some summary statistics:
. su MVE ASSETS BM ROA dROA dMARGIN CFO dLIQUID dLEVER dTURN ACCRUAL F_*

    Variable |       Obs        Mean    Std. Dev.       Min        Max

-------------+--------------------------------------------------------

         MVE |    109778    541.5943    2783.368   .0050313   162789.9

      ASSETS |    109730    1642.552    10030.29       .125     718702

          BM |    109391    3.429177    77.11911  -2.468372    13257.2

         ROA |     98426    .0143422    .2420618  -11.45138   15.01715

        dROA |     88466   -.0046739    .2036761  -11.93956   11.61522

-------------+--------------------------------------------------------

     dMARGIN |     48130    .0411611    31.05976  -4595.489   4595.836

         CFO |     47402    .0978347    .2060103  -5.417219   15.01715

     dLIQUID |     91346   -.0213626    15.29255  -1692.729   1452.298

      dLEVER |    108867    -.001395     .157984  -1.692924   1.944595

       dTURN |    108506    .0517236    94.09796  -20035.16   20035.69

-------------+--------------------------------------------------------

     ACCRUAL |     52112   -.2395107    29.09214  -6606.658   238.6039

      F_dROA |     88466    .4984514    .5000004          0          1

       F_ROA |     98426    .7619328    .4259026          0          1

      F_dCFO |     43012    .4969776    .4999967          0          1

       F_CFO |     47402    .8639087    .3428891          0          1

-------------+--------------------------------------------------------

   F_ACCRUAL |     47388    .9478771    .2222772          0          1

    F_dLEVER |    108867    .5240247    .4994248          0          1

   F_dLIQUID |     91346    .4757953    .4994165          0          1

     F_dTURN |    108506    .4985992    .5000003          0          1

   F_dMARGIN |     48130    .5026387    .4999982          0          1

-------------+--------------------------------------------------------

     F_SCORE |     40053    5.193269    1.658914          0          8

Note how it is sufficient to simply write F_* to specify all variables whose names begin with F_. The means of these variables give the last column of Table 1A: since, for example, F_dLIQUID is equal to 1 when dLIQUID is positive and 0 otherwise, its’ mean is exactly the percentage of the observations with positive liquidity signals.
Table 1A: High B/M companies

Now that we’ve created bm4, we can just use if statement to produce the necessary tables:
. *Table 1A: High B/M companies

. su MVE ASSETS BM ROA dROA dMARGIN CFO dLIQUID dLEVER dTURN ACCRUAL F_* if bm4==4

    Variable |       Obs        Mean    Std. Dev.       Min        Max

-------------+--------------------------------------------------------

         MVE |     27863    270.4032    1399.719   .0050313   59392.46

      ASSETS |     27863    2664.118    15041.95       .477     718702

          BM |     27863    11.71828    152.5044   .9054878    13257.2

         ROA |     26108    .0064384    .1224421   -5.90756   9.531628

        dROA |     24176   -.0085436    .1314501  -5.780348   10.21257

-------------+--------------------------------------------------------

     dMARGIN |     12840    .0073034    3.687819       -304      144.5

         CFO |     12887    .0718284    .0856456  -1.538964   2.695071

     dLIQUID |     21761    .0497236    16.72843  -781.8334   1452.298

      dLEVER |     27718   -.0028477    .1298681  -1.692924   1.452907

       dTURN |     27593   -.5952964    136.3515  -20035.16   4218.465

-------------+--------------------------------------------------------

     ACCRUAL |     13393   -.1691133    5.492315  -467.1603   238.6039

      F_dROA |     24176    .4566926    .4981312          0          1

       F_ROA |     26108    .7131148    .4523162          0          1

      F_dCFO |     12132    .4757666     .499433          0          1

       F_CFO |     12887    .8673857    .3391705          0          1

-------------+--------------------------------------------------------

   F_ACCRUAL |     12881    .9399891    .2375162          0          1

    F_dLEVER |     27718    .5403348    .4983794          0          1

   F_dLIQUID |     21761    .4546666    .4979521          0          1

     F_dTURN |     27593     .490523    .4999192          0          1

   F_dMARGIN |     12840    .4626947    .4986258          0          1

-------------+--------------------------------------------------------

     F_SCORE |     11029    5.100281    1.697816          0          8

Just like in the Piotroski sample, high B/M companies are perform relatively poorly (see chapter 4.1 in the paper and compare this table to the one above that is computed on the entire sample).
Table 1B: Returns on high B/M companies

Again, use tabstat command to generate Table 1B:

. tabstat ret12 ret24 adj* if bm4==4, s(mean p10 p25 p50 p75 p90)

   stats |     ret12     ret24  adj_r~12  adj_r~24

---------+----------------------------------------

    mean |  .2436975  .4735544  .0659495  .1033102

     p10 | -.3666666 -.5242187 -.5311198 -.9064516

     p25 |  -.114651 -.1490688 -.2778004 -.5110654

     p50 |  .1356936  .2644998 -.0318119 -.0963966

     p75 |  .4418605  .7546272  .2536108  .3880837

     p90 |  .8626602  1.489313  .6642302  1.110936

--------------------------------------------------

We can see that the mean adjusted returns are positive, but the medians are negative, suggesting that the distribution is skewed to the right, and there potentially are large positive outliers. We can also see it on a histogram:

. hist adj_ret12 if bm4==4
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We can see that there’ve been several companies with extremely large returns over this period. The histogram could look a little more informative if we looked at the rest of the observations:

. hist adj_ret12 if bm4==4 & adj_ret12<5
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The purpose of using F_Score is to capture as much as possible of the right tail of the distribution, and to reduce the number of the negative returns. 
Table 3: Returns and the F-SCORE
We can combine tabstat with by to study the distribution of the returns depending on the F_SCORE:

. tabstat ret12, s(mean p10 q p90 n) by(F_SCORE)

Summary for variables: ret12

     by categories of: F_SCORE 

 F_SCORE |      mean       p10       p25       p50       p75       p90         N

---------+----------------------------------------------------------------------

       0 | -.0672672    -.6875  -.496875 -.2425175    .13127       .84        72

       1 |  .0143434 -.6538461 -.4285714     -.125  .2521636  .7777777       803

       2 |  .0347702 -.6466666 -.4117647 -.1029435  .2727272  .8333333      1962

       3 |  .1165522 -.5384616 -.2874494 -.0143867  .3296703  .8064516      3277

       4 |  .1685185       -.4 -.1764706  .0724276  .3809437  .8031788      6888

       5 |  .2030559 -.3421053 -.1226027  .1110485  .4042929  .8043478      8508

       6 |  .2365984 -.3214286 -.0923873  .1301594  .4339623  .8207608      8735

       7 |  .2658443 -.3095238 -.0833333  .1514826  .4794326  .8936709      7518

       8 |  .2847707 -.3366473 -.0952381  .1511019  .4992126    .95474      2290

---------+----------------------------------------------------------------------

   Total |  .2012988 -.3902439 -.1518878  .0983542  .4170558  .8381748     40053

--------------------------------------------------------------------------------
We can also see these results in a graph:

. gr bar (mean) ret12, over(F_SCORE)
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Table 3A: One-Year Raw Returns 

. tabstat ret12 if bm4==4, s(mean p10 q p90 n) by(F_SCORE)

Summary for variables: ret12

     by categories of: F_SCORE 

 F_SCORE |      mean       p10       p25       p50       p75       p90         N

---------+----------------------------------------------------------------------

       0 | -.0536845    -.6875 -.4444444 -.1538462   .136234  .9230769        19

       1 |  .0371046 -.6315789 -.4166667 -.1481481  .3333333  .8095237       239

       2 |  .1401454  -.515625 -.2857143 -5.56e-10       .35  .9999999       626

       3 |  .1891115  -.469697 -.2285714  .0538099        .4       .92      1043

       4 |  .2517508    -.3125 -.1114369       .15  .4615384   .887569      1996

       5 |  .2859335 -.2439024 -.0344827  .1894508  .4879833  .8823529      2233

       6 |  .2830017 -.2339682   -.03949  .1667705  .4615385  .8450813      2226

       7 |  .3544932 -.2015121 -.0118402  .2318398  .5424505  .9760621      2050

       8 |  .3621014 -.2093023  .0408958  .2369268  .5489406  .9999999       597

---------+----------------------------------------------------------------------

   Total |  .2726134 -.3076923 -.0769231  .1639344     .4832  .9069661     11029

--------------------------------------------------------------------------------

Here, “s(q)” parameter to tabstat is just a shorthand for s(p25 p50 p75).

In addition to such groups, Piotroski creates two additional ones – high B/M and low B/M. These are defined as two highest and two lowest categories, respectively
. Let us create a variable that would allow us to see statistics for these joint categories, too:

. gen flevel=1 if F_SCORE==8

(107488 missing values generated)

. replace flevel=0 if F_SCORE<=2

(2837 real changes made)

. tabstat ret12 if bm4==4, s(mean p10 q p90 n) by(flevel)

Summary for variables: ret12

     by categories of: flevel 

  flevel |      mean       p10       p25       p50       p75       p90         N

---------+----------------------------------------------------------------------

       0 |  .1081211 -.5599999 -.3333333 -.0392308  .3438016  .8857143       884

       1 |  .3621014 -.2093023  .0408958  .2369268  .5489406  .9999999       597

---------+----------------------------------------------------------------------

   Total |  .2105021  -.462963 -.2093023  .1009888  .4545454  .9459674      1481

--------------------------------------------------------------------------------

Note how we used command replace to change the values of an existing variable.

Table 3.B-C: Adjusted returns

To get these, we just repeat the above commands for the other variables:
. *Table 3B: One-Year Adjusted Returns 

. tabstat adj_ret12 if bm4==4, s(mean p10 q p90 n) by(F_SCORE)

Summary for variables: adj_ret12

     by categories of: F_SCORE 

 F_SCORE |      mean       p10       p25       p50       p75       p90         N

---------+----------------------------------------------------------------------

       0 | -.1855215 -.8239239 -.4416727  -.277763  .0581736  .7082855        19

       1 | -.1168141 -.8174751 -.5528004 -.2181634  .1589291  .6010988       239

       2 | -.0112822 -.6160371 -.3986507 -.1297766  .2071007  .7562314       626

       3 |  .0365324 -.6334144 -.3470834  -.071832  .2571696  .7356648      1043

       4 |  .0789735 -.4765251 -.2373808 -.0092239  .2937297  .6707029      1996

       5 |  .1106486 -.3765355   -.19384  .0265133  .3068728  .6958055      2233

       6 |  .1095323 -.4028602 -.2007072  .0099446  .2920638  .6711969      2226

       7 |  .1798843 -.3618444 -.1626757  .0563652  .3813885  .7971699      2050

       8 |  .1784232 -.3646425 -.1456401  .0591484  .3975894   .821516       597

---------+----------------------------------------------------------------------

   Total |  .1018594  -.456877 -.2272931  .0037694  .3045546  .7114229     11029

--------------------------------------------------------------------------------

. tabstat adj_ret12 if bm4==4, s(mean p10 q p90 n) by(flevel)

Summary for variables: adj_ret12

     by categories of: flevel 

  flevel |      mean       p10       p25       p50       p75       p90         N

---------+----------------------------------------------------------------------

       0 |  -.043559 -.6984404 -.4262326  -.150175  .1945889  .7337468       884

       1 |  .1784232 -.3646425 -.1456401  .0591484  .3975894   .821516       597

---------+----------------------------------------------------------------------

   Total |  .0459234 -.5897678 -.3304136 -.0555438  .2718692  .7562314      1481

--------------------------------------------------------------------------------

. 

. *Table 3C: One-Year Adjusted Returns 

. tabstat adj_ret24 if bm4==4, s(mean p10 q p90 n) by(F_SCORE)

Summary for variables: adj_ret24

     by categories of: F_SCORE 

 F_SCORE |      mean       p10       p25       p50       p75       p90         N

---------+----------------------------------------------------------------------

       0 | -.2926742 -1.055651 -.9217626 -.6666971  .0764474  1.592546        19

       1 | -.1057195 -1.128333 -.8842569 -.4591355  .2228475  1.300755       239

       2 | -.0150138 -1.076493 -.7552286 -.3204871  .3210081  1.332497       626

       3 |  .0224605 -.9824905 -.5973495  -.191183  .3401421   1.20066      1043

       4 |  .1577588 -.7848579 -.4312677 -.0301053  .4622345  1.102625      1996

       5 |  .1843033 -.6623121 -.3157998  .0356673  .4546674  1.102417      2233

       6 |  .2060059 -.6662228 -.3407262  .0087067  .4508838  1.143699      2226

       7 |  .2841847  -.589036 -.2986304  .0960651  .6116804  1.394922      2050

       8 |  .2480035 -.5601146 -.2821574  .0836677  .5045224  1.166001       597

---------+----------------------------------------------------------------------

   Total |   .172168 -.7671915 -.4036392 -.0052283  .4592867  1.194481     11029

--------------------------------------------------------------------------------

. tabstat adj_ret24 if bm4==4, s(mean p10 q p90 n) by(flevel)

Summary for variables: adj_ret24

     by categories of: flevel 

  flevel |      mean       p10       p25       p50       p75       p90         N

---------+----------------------------------------------------------------------

       0 |  -.045505 -1.090792 -.7937803  -.359773  .3185638  1.301101       884

       1 |  .2480035 -.5601146 -.2821574  .0836677  .5045224  1.166001       597

---------+----------------------------------------------------------------------

   Total |    .07281 -.9739119 -.5969638 -.1383616  .4203877   1.27916      1481

--------------------------------------------------------------------------------

Table 4: Firm size and F-SCORE
To get the results from chapter 4.3, we need to first break firms into 3 size groups every year. We can do it in a way similar to how we selected high book/market firms a bit earlier:

. egen mve_p66=pctile(MVE[_n-1]), p(66) by(yeara)

. egen mve_p33=pctile(MVE[_n-1]), p(33) by(yeara)

. gen mve3=1 if MVE<=mve_p33 & MVE~=.

(73668 missing values generated)

. replace mve3=2 if mve_p33<MVE & MVE<=mve_p66 & MVE~=.

(36247 real changes made)

. replace mve3=3 if MVE>mve_p66 & MVE~=.

(37421 real changes made)

. tab mve3 bm4, missing

           |          bm4

      mve3 |         4          . |     Total

-----------+----------------------+----------

         1 |    13,586     22,524 |    36,110 

         2 |     8,394     27,853 |    36,247 

         3 |     5,883     31,538 |    37,421 

-----------+----------------------+----------

     Total |    27,863     81,915 |   109,778 

Here we used tab command to create a two-way table. We can see that just like in Piotroski paper, that among high B/M firms (column 1), there are more small firms than larger ones. 

To easily create the three panels of Table 4, we can combine tabstat with by: (note that we need to sort the data set first):

. sort mve3

. by mve3: tabstat adj_ret12 if bm4==4, s(mean median n) by(F_SCORE)

_______________________________________________________________________________

-> mve3 = 1

Summary for variables: adj_ret12

     by categories of: F_SCORE 

 F_SCORE |      mean       p50         N

---------+------------------------------

       0 | -.2677818 -.3619677        12

       1 | -.1090744 -.2203503       175

       2 | -.0076403 -.1462155       445

       3 |  .0798226 -.0778315       614

       4 |  .0933934 -.0211408       962

       5 |   .152238  .0318375       958

       6 |  .1623978  .0100555       975

       7 |  .2503295  .1027509       960

       8 |  .2191863  .0655275       252

---------+------------------------------

   Total |  .1331753 -.0014478      5353

----------------------------------------

_______________________________________________________________________________

-> mve3 = 2

Summary for variables: adj_ret12

     by categories of: F_SCORE 

 F_SCORE |      mean       p50         N

---------+------------------------------

       0 |  .1041573  .1041573         1

       1 | -.1701697 -.2245327        50

       2 | -.0108491 -.0959675       130

       3 | -.0286616 -.0741583       254

       4 |  .0921397  .0189198       601

       5 |  .1303644  .0637337       654

       6 |  .0890947  .0089217       669

       7 |  .1736932   .061612       637

       8 |   .202089  .1173092       194

---------+------------------------------

   Total |  .1043861  .0236108      3190

----------------------------------------

_______________________________________________________________________________

-> mve3 = 3

Summary for variables: adj_ret12

     by categories of: F_SCORE 

 F_SCORE |      mean       p50         N

---------+------------------------------

       0 | -.0692806 -.0776368         6

       1 | -.0230042  -.135643        14

       2 | -.0441635 -.0591333        51

       3 |   -.02073 -.0384804       175

       4 |  .0286622 -.0304261       433

       5 |  .0257265  -.010883       621

       6 |  .0444616  .0112863       582

       7 |  .0393023 -.0029901       453

       8 |  .0799897  .0138816       151

---------+------------------------------

   Total |  .0311859 -.0090607      2486

----------------------------------------

. by mve3: tabstat adj_ret12 if bm4==4, s(mean median n) by(flevel)

_______________________________________________________________________________

-> mve3 = 1

Summary for variables: adj_ret12

     by categories of: flevel 

  flevel |      mean       p50         N

---------+------------------------------

       0 | -.0406667 -.1619446       632

       1 |  .2191863  .0655275       252

---------+------------------------------

   Total |  .0334091 -.1005969       884

----------------------------------------

_______________________________________________________________________________

-> mve3 = 2

Summary for variables: adj_ret12

     by categories of: flevel 

  flevel |      mean       p50         N

---------+------------------------------

       0 | -.0542249 -.1129546       181

       1 |   .202089  .1173092       194

---------+------------------------------

   Total |  .0783748  .0080271       375

----------------------------------------

_______________________________________________________________________________

-> mve3 = 3

Summary for variables: adj_ret12

     by categories of: flevel 

  flevel |      mean       p50         N

---------+------------------------------

       0 | -.0421138 -.0807342        71

       1 |  .0799897  .0138816       151

---------+------------------------------

   Total |  .0409386 -.0202734       222

----------------------------------------

� Our definition of dMARGIN is a bit different from the one in the paper.


� For example, a 80th percentile of a group of numbers is the smallest number from this group, that is greater than 80% of the other numbers (for example, the median is the 50th percentile). Companies with B/M ratio in the top 20% will all have BM greater than the 80th percentile of BM, etc.


� Our definition of F-SCORE goes only up to 8, so I’ll just take the top category as the highest.





